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SmartNet: Al methods for smart network management

Why Who
 Exploding Complexity: Massive network + Six Inria team-projects (Aptikal, Coati,
slicing across multi-tenant, heterogeneous Ermine, Neo, Spades, Stack)
administrative domains. + Nokia Bell Labs (ML & Systems;
+ Resource Contention: Dynamic scaling Network Services & Security)

under stringent SLA targets & energy limits.

+ Ohservability Bottlenecks: Limited (Virualized infrastructare )

inter-domain visibility due to strict business J

and data privacy _, (Networkslicing) _
. Network management becomes the ) ) )

bottleneck ‘Causal analysis |

- ¢ J
Hu n !en ?Ilcon. Ergp %I'Hq iPm [Smart/ automated managementj
autonomous, Ne ana ement




Research Context: 6G Demands End-to-End Multi-Domain Intelligence

1 6G (~2030): ubiquitous connectivity
integrating terrestrial, aerial, space,
underwater networks.

+ Network slices with stringent resources
requirements must operate
simultaneously across administrative
domains.

+ Vision: connected intelligence —
self-optimizing, autonomous,
Al-enabled orchestrators exchanging
information to provide E2E network
intelligence.

]
Problem: today’s orchestration is mostly

centralized, single-domain, reactive.

-]
Core tension: A global view is needed for
optimal E2E decisions, but domains are
administratively separated, partially
observable, and unwilling to expose private
data.



Why muiti-domain orchestration is difficuit

encoded states + models

Dynamical coupling:
Slice traffic loads vary continuously; traffic with

changing magnitude crosses multiple domains.

An action of orchestrator / (e.g., scaling NFs)
changes the future state of domain j/= 1.

Slices may be shared between domains = encoded stat)
] .
hidden contention. + models

traffic

encoded states
+ models

] |
Limited information:

EaCh OrCheStrator fU”y ObserveS On/y ItS own decisions in one domain change the state of others
domain.

Qross—domain information is either unavailable or

private (competing operators hide
infrastructure).



Why multidomain orchestration is difficult (continued)

encoded states + models

Scale & combinatorics:

Sgervice placement = mapping constrained VNF
graphs onto a resource graph: NP-hard.

Edge deployment adds heterogeneity and tight
resource budgets. encoded stated

+ models
u-services, dynamic scaling, topology changes
= static models break.

decisions in one domain change the state of others

Consequence: Decision quality, response time, cost and energy targets cannot be met by myopic,
single-domain, reactive policies = orchestrators must be proactive, holistic, and privacy-
preserving.



When Network Functions Become Intelligent:

From NF to VNIF: | e
NFs embed Al models and become Network l
Intelligent Functions (VNIFs), with four roles: UNIF
data generation, prediction, decision making. ‘ worker node |

+ Al model

Slices now carry SLA targets on the Al itself: l
accuracy, energy efficiency, responsiveness.

energy efficiency, responsiveness

—

[ SLA KPIs: accuracy,

Added compleXity= { Resources coupled | Intelligence
Two coupled decisions: how many NFs and how many NFs? which Al profile?
which Al Pr ofile each one runs. joint decision under SLA constraints
Resource-intelligence coupling: a heavier
model raises CPU/memory load, hence scaling Eﬁ! %%o Iffdgons in real time, under changing load and

lRréorltles: arrive anytime; exhaustive profiling is

needs; scaling and load change latency, energy géﬁgéj%%%rrperformmg VNIF can break the SLA of the
and accuracy.



Research problem: proactive multi-<domain orchestration

Orchestration task

| {Tlﬁlic)\d(t) indomar'ld}
Scale resources (NFs) up/down per slice as traffic

varies, in several coupled domains. l
Why hard { Orchestrator d mJ
: : : ., o
v Traffic changes in real time; one domain’s / .
decision shifts load onto the next [Own domain} [Other P }
+ No central vantage point; domains do not state IS 5
share raw data missing in
reactive RL

1+ Once NFs embed AI models, KPIs must also
be met by the Al itself

VVU (JUIC 9 8 U U esll\

RQ1 (HERO) How many resources, and when?  Proactive, holistic, privacy-preserving multi-
domain scaling.

RQ2 (NeuroPulse) \What intelligence runs inside the NFs? Generating Al profiles that satisfy
SLA-derived KPlIs.



- HERO *+ intelligent NeuroPulse
- - ; in |+ foresight _ : NF.
32:23\;;, rﬂgﬂ': i?nrr;',? >| predict - focus - decide ° | generate - estimate - optimize
9 how many NFs? which Al inside the NFs?
I N
{ Placement Agent — mediator between the two J

Key message: NeuroPulse is built on top of the autoscaling framework of HERO: HERO decides
how many resource units to run; NeuroPulse decides what Al profile each unit runs.




HERO: Holistic Envisioned RL Multi-Domain Orchestration

i orc or [ Other orchestrators ]

1. Predictive element: A
Latent-ODE auto-encoder; Orchestrator architecture — domain i
shares a noised latent code,

_ __HAW Model
never raw history [ aggregation
Send Receive ! !
2. Focus element: gated qTATE “d i | RL modes
attention fuses all predicted v : | ) ~
i NI Encoder 7 Decoder | Xd Gated XH | Reinforcement
futures into one holistic ODEenc *{ o [”| ODEgec attention [T [ | leaming (A2C)
vision, biased to own domain . \ R
5 3 Weighted r ' )

3. Decision-rrd('ng unit' ———————————— >[Predict. error holistic future TD error <
actor-critic (AZC) acting on \ 1 Predictive element ) 2 Focus )L 3 Decision-making ]
current state + holistic future

Plus federated training of the RL Reward 7
models, aggregated with attention State st [ _ _ _
. - Environment: mobile network domain -«
We|g htS L Action at
Solid: inference / control Dashed: training / aggregation
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HERO: Experimental Setup

Emulation platform: Containernet + k8s-netSim (Knetsim)
Multi-domain network infrastructure

{ Dynamic traffic profiles across shared network slices }

v

\J

v

Domain 1

SDN controller
Load balancer

Kubernetes master
Worker nodes

Scalable CNFs

&

J

N\

Domain 2

SDN controller
Load balancer

Kubernetes master
Worker nodes

Scalable CNFs

J

Domain d

SDN controller
Load balancer

Kubernetes master
Worker nodes

Scalable CNFs

N\

J

lllustrative topology; evaluated with 2, 3, and 5 clusters

Scale configurations

Clusters Min. CNFs Max. CNFs
2 10 ol
3 15 75
5 25 125

Episode length 00 steps
Reward range [-100, +100]
Base attention Y 0.75

Autoscaling objective: Minimize the number of deployed CNF containers while keeping CPU and memory
usage within [Thresholdmin, Thresholdmax].



HERO: Perfoomance and Scale Comparison

IIEnd avg. IIAvg max.
120 — —
35 g8
100 — 3y 5B 8
~

DQN DQN Fed DQN  A2C A2C  Fed A2C
+ ODE + ODE + ODE + ODE

Federated models across scales

I I 2 clusters I I 3 clusters I I 5 clusters

120 -
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o © — NN
100 | oo DO
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@
()
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DQN DQN DQN A2C A2C A2C
RNN VAE ODE RNN VAE ODE

Key message: A2C + Latent ODE already achieves strong performance without federation; Fed
A2C + Latent ODE achieves the best average scores in the tested scenarios.



NeuroPulse: High-Level Architecture

Service SLA

KPI priorities + targets

SLA
—_

SLA-based reward: improve the next candidate

i

&

1 Generate a profile

Few-shot MetaRNN
/ RL agent

(Layers, neurons, activations)

~

J

Deploy
profile

3 Deploy via placement

Assign profiles to nodes

Candidate
profile

_

Feedback

—

.
2 Estimate performance
Best validation ML models

(Accuracy, energy efficiency,
responsiveness)

J

": Measured KPlIs
' update estimator

~

4 Monitor & optimize

Keep the best model weights
Log live deployment KPIs

Key message: Generate an Al profile and estimate its KPIs before deployment; use SLA-based
reward and live feedback to improve subsequent profiles.
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NeuroPulse: Experimental Testhed & Setup

Emulation platform: Containernet + k8s-netSim (Knetsim) | Traffic: Iperf

From packet streams to Al workloads
Candidate architecture search space

[ Iperf traffic injection J

Packet streams enter CNF containers .P"a.r.am.eter Candldat‘ef
Hidden layers =5
N Neurons per layer 16-256
Online Al workioads: four task archetypes L : :
' “ s Activations RelLU, Tanh, Sigmoid
Prediction - Generation - Recognition - Decision making
N J
. v § Models and evaluation
Evaluate candidate VNIF profiles Generators: MetaRNN; auto-regressive RNN
Measure accuracy, energy, and latency and MLP (REINFORCE).
~ -/ Estimators: KNN, MLP, RF, GB, SVM, linear

packet windows and classify it as nonrmal or abnormail. LLC 25 S SN L RIS S il

Evaluation objective: compare generated Al profiles under live traffic, balancing accuracy, energy, and
Iatency against service SLA priorities.



NeuroPulse: Performance and Slice Profiles

Al-Driven slice Security slice URLLC slice

Energy Efficiency Energy Efficiency Energy Efficiency

Accuracy

Responsiveness Responsiveness Responsiveness

eMBB slice mMTC slice

Energy Efficiency Energy Efficiency

Legend
—e— Data Generation
—e— Data Prediction
e~ Pattern Recognition
—e— Decision Making
= = Slice Requirements (Targets)

Responsiveness Responsiveness

Key message: NeuroPulse generates slice-specific Al profiles, adapting the balance between accuracy, energy efficiency, and
responsiveness to the distinct SLA priorities of each service.



Summary

SMARTNET vision: from fragmented, reactive management to coordinated Al-native network

autonomy
@ A
N Predict traffic - coordinate domains r
SMARTNET Federate resource decisions SMQRT_NET
challenge . ) objective

Al-native orchestration

Dynamic traffic : :
Y Resources and intelligence

Siloed domains (" ) e
optimized together
9 Heterogeneous SLAs Y Generate profiles - estimate KPls L across domains
J
Adapt intelligence to each SLA
\ J
_ Proactive ( SLA-aware ) Prlvacy-preservmg
A = /

HERO orchestrates where resources are neededs NeuroPulse orchestrates which intelligence
shouid run.

Thank you for your attention!
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